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From the beginning of the age of invention, humans have been 
thinking of machines that ease their life and get things done 
smoothly. This never-ending desire of the mankind have led to the 
creation of wheels , vehicles, television, computers, 
smartphones,etc. Eventually these desires evolved with time and 
people began wondering about machines that perform more likely 
as humans , machines that can even think like humans. This led to 
the development of an enormously significant branch of science 
and technology called Artificial Intelligence. The results of 
research and developments in this field show us that this holds 
the key to the future, a better and more efficient world. 
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What is AI? 

Artificial Intelligence is the branch of computer science concerned 
with making computers behave like humans. The term was coined 
in 1956 by John McCarthy at the Massachusetts Institute of 
Technology. 

 

Machine learning is a branch of AI. Other tools for reaching AI 
include rule-based engines, evolutionary algorithms, and Bayesian 
statistics. While many early AI programs, like IBM's Deep Blue, 
which defeated Garry Kasparov in chess in 1997, were rule-based 
and dependent on human programming, machine learning is a 
tool through which computers have the ability to teach 
themselves, and set their own rules. In 2016, Google's DeepMind, 
beat the world champion in Go by using machine learning—
training itself on a large data set of expert moves. 
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Where is AI used? 
Artificial intelligence includes the following areas of specialization: 

• Intelligent gaming machines: Programming computers to 
play games against human opponents. 

• Expert systems: Programming computers to make decisions 
in real-life situations (for example, some expert systems help 
doctors diagnose diseases based on symptoms). 

• Natural language recognition: Programming computers to 
understand natural human languages. 

• Neural networks: Systems that simulate intelligence by 
attempting to reproduce the types of physical connections 
that occur in animal brains. 

• Robotics: Programming computers to see and hear and react 
to other sensory stimuli. 
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What does ‘Machine Learning’ means? 
Machine learning is a type of artificial intelligence (AI) that 
provides computers with the ability to learn without being 
explicitly programmed. Machine learning focuses on the 
development of computer programs that can teach themselves to 
grow and change when exposed to new data.  

To put it simply, machine learning is all about the computers doing 
a very simple trick that even the primitive animals are capable of 
doing that is, learning from experience 
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Machine learning systems are made up of three major parts, 
which are: 

Model: the system that makes predictions or identifications. 

Parameters: the signals or factors used by the model to form its 
decisions. 

Learner: the system that adjusts the parameters — and in turn the 
model — by looking at differences in predictions versus actual 
outcome.
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In supervised learning, the "trainer" will present the 
computer with certain rules that connect an input (an 
object's feature, like "smooth," for example) with an 
output (the object itself, like a marble). 

In unsupervised learning, the computer is given inputs 
and is left alone to discover patterns. 

In reinforcement learning, a computer system receives 
input continuously (in the case of a driverless car 
receiving input about the road, for example) and 
constantly is improving. 

A massive amount of data is required to train algorithms 
for machine learning. First, the "training data" must be 
labeled (for instance: a GPS location attached to a 
photo). Then it is "classified." This happens when 
features of the object in question are labeled and put into 
the system with a set of rules that lead to a prediction. For 
example, "red" and "round" are inputs into the system that 
leads to the output: Apple. Similarly, a learning algorithm 
could also be left alone to create its own rules that will 
apply when it is provided with a large set of the object—
like a group of apples, and the machine figures out that 
they have properties like "round" and "red" in common. 
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 Supervised learning 
 Unsupervised learning 
 Semi-supervised learning 

 
 

Supervised Machine Learning 
 

The majority of practical machine learning uses supervised 
learning. 

Supervised learning is where you have input variables (x) 
and an output variable (Y) and you use an algorithm to learn 
the mapping function from the input to the output. 

Y = f(X) 

The goal is to approximate the mapping function so well that 
when you have new input data (x) that you can predict the 
output variables (Y) for that data. 

It is called supervised learning because the process of an 
algorithm learning from the training dataset can be thought of 
as a teacher supervising the learning process. 
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Supervised learning problems can be further grouped into 
regression and classification problems. 

 Classification: A classification problem is when the output 
variable is a category, such as “red” or “blue” or “disease” 
and “no disease”. 
 

 Regression: A regression problem is when the output 
variable is a real value, such as “dollars” or “weight”. 
Some common types of problems built on top 
of classification and regression include recommendation and 
time series prediction respectively. 

Some popular examples of supervised machine learning 
algorithms are: 

 Linear regression for regression problems. 
 Random forest for classification and regression problems. 
 Support vector machines for classification problems. 

 
 
Unsupervised Machine Learning 
 

Unsupervised learning is where you only have input data (X) 
and no corresponding output variables. 

The goal for unsupervised learning is to model the underlying 
structure or distribution in the data in order to learn more 
about the data. 

These are called unsupervised learning because unlike 
supervised learning above there is no correct answers and 
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there is no teacher. Algorithms are left to their own devises 
to discover and present the interesting structure in the data. 

Unsupervised learning problems can be further grouped into 
clustering and association problems. 

 Clustering: A clustering problem is where you want to 
discover the inherent groupings in the data, such as 
grouping customers by purchasing behavior. 

 Association:  An association rule learning problem is where 
you want to discover rules that describe large portions of 
your data, such as people that buy X also tend to buy Y. 
 

 

Semi-Supervised Machine Learning 
 

Problems where you have a large amount of input data (X) 
and only some of the data is labeled (Y) are called semi-
supervised learning problems. 

These problems sit in between both supervised and 
unsupervised learning. 

A good example is a photo archive where only some of the 
images are labeled, (e.g. dog, cat, person) and the majority 
are unlabeled. 

Many real world machine learning problems fall into this 
area. This is because it can be expensive or time-consuming 
to label data as it may require access to domain experts. 
Whereas unlabeled data is cheap and easy to collect and 
store. 
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You can use unsupervised learning techniques to discover 
and learn the structure in the input variables. 

You can also use supervised learning techniques to make 
best guess predictions for the unlabeled data, feed that data 
back into the supervised learning algorithm as training data 
and use the model to make predictions on new unseen data. 
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Spam Detection: Given email in an inbox, identify those 
email messages that are spam and those that are not. 
Having a model of this problem would allow a program to 
leave non-spam emails in the inbox and move spam emails 
to a spam folder. We should all be familiar with this example. 

Credit Card Fraud Detection: Given credit card 
transactions for a customer in a month, identify those 
transactions that were made by the customer and those that 
were not. A program with a model of this decision could 
refund those transactions that were fraudulent. 

Digit Recognition: Given a zip codes hand written on 
envelops, identify the digit for each hand written character. A 
model of this problem would allow a computer program to 
read and understand handwritten zip codes and sort 
envelops by geographic region. 

Speech Understanding: Given an utterance from a user, 
identify the specific request made by the user. A model of 
this problem would allow a program to understand and make 
an attempt to fulfil that request. The iPhone with Siri has this 
capability. 
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Face Detection: Given a digital photo album of many 
hundreds of digital photographs, identify those photos that 
include a given person. A model of this decision process 
would allow a program to organize photos by person. Some 
cameras and software like iPhoto has this capability 

 

 

Machine learning was popular in the 1990s, and has seen a 
recent resurgence. Here are some timeline highlights: 

 2011: Google Brain was created, which was a deep neural 
network that could identify and categorize objects. 

  
 2014: Facebook's DeepFace algorithm was introduced, 

which could recognize people from a set of photos. 
  
 2015: Amazon launched its machine learning platform and 

Microsoft offered a Distributed Machine Learning Toolkit. 
  
 2016: Google's DeepMind program "AlphaGo" beat the 

world champion, Lee Sedol, at the complex game of Go. 

Apple and Google have both added machine learning 
capabilities to their photo tools recently, as well—and we 
expect other major platforms to follow suit. 
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Aside from the tremendous power machine learning has to 
beat humans at games like Jeopardy, chess, and Go, 
machine learning has many practical applications. Machine 
learning tools are used to translate messages on Facebook, 
spot faces from photos, and find locations around the 
globe that have certain geographic features. IBM Watson is 
used to help doctors make cancer treatment decisions. 
Driverless cars use machine learning to gather information 
from the environment. Machine learning is also central to 
fraud prevention. Unsupervised machine learning, combined 
with human experts, has been proven to be very accurate 
in detecting cybersecurity threats, for example. 

While there are many potential benefits of AI, there are also 
concerns. Many worry that AI (like automation) will put 
human jobs at risk. And whether or not AI replaces humans 
at work, it will definitely shift the kinds of jobs that are 
necessary. Machine learning's requirement for labeled data, 
for example, has meant a huge need for humans to manually 
do the labeling. 

On top of economic concerns, several tech leaders, like Elon 
Musk, Stephen Hawking, and Bill Gates, have expressed 
worries about how AI may be misused, and the importance 
of creating ethical AI. Evidenced by the disaster of 
Microsoft's racist chatbot, Tay, AI can go wrong if left 
unmonitored. 

 


